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Abstract

TD is apopularfamily of algorithmsfor approximatepolicy evalua-
tion in large MDPs. TD  works by incrementallyupdatingthe value
function after eachobsered transition. It hastwo major dravbacks: it
makesinef cient useof data,andit requiresthe userto manuallytune
a stepsizeschedulgor goodperformance.For the caseof linearvalue
function approximationsand , the Least-Squares$D (LSTD) al-
gorithmof BradtkeandBarto[5] eliminatesall stepsizeparameterand
improvesdataef ciency.

This paperextendsBradtkeandBarto's work in threesigni cant ways.
First, it presentsa simplerderivationof the LSTD algorithm. Secondjt
generalize$rom to arbitraryvaluesof ; attheextremeof ,
the resultingalgorithmis shavn to be a practicalformulationof super
visedlinearregression.Third, it presents& novel, intuitiveinterpretation
of LSTD asamodel-basedeinforcementearningtechnique.

1 BACKGROUND

This paperaddressethe problemof approximatinghevaluefunction  of a x edpolicy
in alarge Markov decisionprocesd2, 13]. Thisis animportantsubproblenof several
algorithmsfor sequentiatlecisionmaking,including policy iteration[2] and STAGE [4].
simply predictsthe expectedlong-termsum of future rewardsobtainedwhenthe
processtartdn state andfollowspolicy until termination.Thisfunctioniswell-de ned
aslongas is properi.e.,guaranteetb terminatet

For smallMarkov chainswhosetransitionprobabilitiesareall explicitly known, computing
is atrivial matterof solvinga systemof linearequations However, in mary practical
applicationsthetransitionprobabilitiesof thechainareavailableonly implicitly—eitherin
theform of asimulationmodelor in theform of anagents actualexperiencesxecuting in
its ervironment.In eithercasewe mustcompute  or anapproximatiorthereof(denoted
) solely from a collection of trajectoriessampledfrom the chain. This is wherethe
TD  family of algorithmsapplies.

TD  wasintroducedin [10]; excellentsummariesmay now be foundin several books

[2, 13]. For eachstateon eachobseredtrajectory TD  incrementallyadjuststhe co-

efcients of toward new target values. The tarmget valuesdependon the parameter
. At , thetargetateachvisitedstate isthe“Monte-Carloreturn i.e.,the

For improperpolicies,  maybe madewell-de ned by the useof a discountfactorthatexpo-
nentiallyreduceguturerewards;however, for simplicity | will assuméierethat  is undiscounted.



actualobsered sumof futurerewards enp- Thisis anunbiasedsample
of , but mayhave signi cant variancesinceit depend®n along stochasticequencef

rewards.At the otherextreme, , the targetvalueis setby a sampledne-stegooka-

head: . Thisvaluehaslowervariance—th@nly randomcomponents

asinglestatetransition—hutis biasedoy thepotentiainaccurag of thelookaheadestimate
of . Theparameter tradesoff betweerbiasandvariance.Empirically, intermediate
valuesof seemto performbest[10, 13].

TD  provably corvergesto a goodapproximationof whenlinear architectuesare
used,assuming suitabledecreasingcheduleof stepsizedor theincrementalveightup-
dates[14]. Linear architectures—whiclinclude lookup tables,stateaggregation meth-
ods,CMACs,radialbasisfunctionnetworkswith x edbasesandmulti-dimensionapoly-
nomial regression—approximate by rst mappingthe state to a featurevector
, andthen computinga linear combinationof thosefeatures, . Ta-
ble 1 givesa corvenientform of TD  that exploits this representationOn eachtran-
sition, the algorithmcomputeghe scalarone-stepl' D error
andapportionghaterroramongall statefeaturesaccordingto their respectie eligibiliti es
The eligibility vectormay be seenasan algebraictrick by which TD ~ propagates
rewardsbackwardover the currenttrajectorywithout having to remembetthe trajectory
explicitly. Eachfeatures eligibility attime depend®n thetrajectoryshistoryandon

, Where isthetimeatwhichthecurrenttrajectorystarted.

TD  for approximate policy evaluation:
Given: asimulationmodelfor aproperpolicy in MDP

afeaturizer mappingstatedo featurevectors, END O
aparameter ; and
asequencef stepsizes for incrementatoefcient updating.
Output: acoefcient vector for which
Set 0 (or anarbitrary initial estimate)
for do:
Set
Choosea startstate
Set .
while END, do:
Simulateonestepof thechain,producingareward  andnext state
Set . /* inner product*/
Set
Set
Set

Tablel: OrdinaryTD  for linearly approximatinghe undiscountedaluefunctionof a
x edproperpolicy.
To whatweightsdoesTD  corverge? Examiningthe updaterule for in Tablel, it is

notdif cult to seethatthecoefcient changesnadeby TD  afteranobseredtrajectory
END have theform , Where

1)

and zero-meamoise. The expectationsare takenwith respecto the distribution of
trajectoriesghroughthe Markov chain. It is shavn in [2] that  is negative de nite and



thatthenoise hassufciently smallvariancewhichtogethemwith thestepsizeconditions
mentionedabore, imply that corvergesto a x edpoint , satisfying A 0.1In
effect, TD  solvesthis systenof equationdy performingstochastigradientdescenbn
a potentialfunction | all - It never explicitly represents or . Thechangeso

dependnly onthemostrecenttrajectory andafterthosechangesremade thetrajectory
andits rewardsaresimply forgotten.This approachwhile requiringlittle computatiorper
iteration,wastesdataandmayrequiresamplingmary trajectoriego reachcorvergence.

Onetechniqudor usingdatamoreef ciently is “experienceeplay”[6]: explicitly remem-
berall trajectoriesever seenandwheneer askedo produceanupdatedsetof coefcients,

performrepeatecpasse®f TD  over all the saved trajectoriesuntil corvergence. This
techniquées similarto the batchtrainingmethodscommonlyusedto train neuralnetworks.
However, in the caseof linearfunctionapproximatorsthereis anothemvay.

2 THE LEAST-SQUARES TD(A) ALGORITHM

The Least-SquaresD  algorithm,or LSTD , corvergesto the samecoefcients
thatTD  does. However, insteadof performinggradientdescent. STD  builds ex-
plicit estimate®f the matrixand vector(actually estimate®f a constanimultiple of

and ), andthensolves » Odirectly. TheactualdatastructureghatLSTD
builds from experiencearethematrix A (of dimensionk x K, whereK is thenumberof
featuresjpndthevectorb (of dimensionk):

b A 2)

After independentrajectorieshave beenobsered, b is an unbiasedestimateof
and A is an unbiasedestimateof . Thus, , canbeestimatedasA b. | use
SingularValueDecompositiorio invert A robustly[8]. ThecompleteL,STD  algorithm
is speci edin Table2.

LSTD  for approximate policy evaluation:
Given: asimulationmode] featurizer and asin ordinaryTD  ; no stepsizesiecessary
Output: acoefcient vector for which .

SetA O0Ob O

for do:

Choosea startstate

Set .

while END, do:
Simulateonestepof thechain,producingareward  andnext state
SetA A . /* outerproduct*/
Setb b
Set
Set

Whenger updatedcoefcients are desied: Set A b. /* UseSVD.*/

Table2: A least-squaregersionof TD  (compareTablel). Notethat A hasdimension
K x K,andb, , ,and all have dimensionk™ x

When ,LSTD reducegreciselyto BradtkeandBarto's LSTD algorithm,which
they derivedusingadifferentapproactbasedn regressiorwith instrumentaVvariableg5].
At the otherextreme,when ,LSTD  produceghe sameA andb thatwould be



producedby supervisedinear regressionon training pairsof statefeatures obsened
Monte-Carlareturns (se€[3] for proof). Thanksto thealgebraidrick of theeligibility vec-
tors,LSTD  buildstheregressiommatricesfully incrementally—without having to store
the trajectorywhile waiting to obsere the eventualoutcome. Whentrajectorieshrough
thechainarelong, this providessigni cant memorysavings over linearregression.

The computationper timesteprequiredto updateA andb is the sameas least-squares
linearregression:O K , whereK is the numberof features.LSTD  mustalsoper
form a matrix inversionat a costof O K3 wheneer 'scoefcients areneeded—irthe
caseof STAGE, onceper completetrajectory (If updatedcoefcients arerequiredmore
frequentlythentheO K3 costcanbe avoidedby recursiveeast-squags[5] or Kalman-
ltering technique$2, §3.2.2],whichupdate oneachtimestepatacostofonlyO K .)
LSTD is morecomputationallyexpensve thanincrementallD , which updateghe
coefcients usingonly O K computatiorpertimestepHowever, LSTD  offersseveral
adwantagesaspointedout by BradtkeandBartoin their discussiorof LSTD  [5]:

Least-squarealgorithmsare “more ef cient estimatorsn the statisticalsense”
becauséthey extractmoreinformationfrom eachadditionalobsenration”

TD 'scornvergencecanbesloveddramaticallyby a poorchoiceof the stepsize
parameters .LSTD eliminatesheseparameters.

TD 'sperformances sensitveto || » init||, the distancebetween  and
theinitial estimatdor ,.LSTD  requiresnoarbitraryinitial estimate.

TD isalsosensitveto therangesf theindividualfeaturesLSTD  is not.

Sectiond belov presentgxperimentatesultscomparingTlD ~ with LSTD  in termsof
dataef ciency.

3 LSTD(X) ASMODEL-B ASED REINFORCEMENT LEARNING

Beforegiving experimentakesultswith LSTD , | would like to point outaninteresting
connectiorbetweenL,STD  and model-basedeinforcementearning. To beagin, let us
restrictour attentionto the caseof a smalldiscretestatespace , over which canbe
representedndlearnedexactly by alookuptable. A classicaimodel-basedlgorithmfor

learning  from simulatedrajectorydatawould proceedasfollows:

1. Fromthe statetransitionsandrewardsobsened so far, build in memoryan empirical
modelof theMarkov chain. Thesufcient statisticsof this modelareasfollows:

A vectorn recordingthe numberof timeseachstatehasbeenvisited.

A matrix recordingheobseredstate-transitiocounts: ; how mary times
; wasseerto directly follow

A vectors recordingthesumof all obseredone-stepewardsfrom eachstate.

2. Wheneer anew estimateof thevaluefunction  is desired solvethelinearsystenof
Bellmanequationorrespondingo the currentempiricalmodel. Writing N diag n ,
thesolutionvectorof  valuesis givenby

v N S )

Thismodel-basetechniquecontrastsvith TD  , amodel-freeapproactio thesameprob-
lem.TD  doesnot maintainary statisticson obseredtransitionsandrewards;it simply
updategshecomponent®f v directly. In thelimit, assuming lookup-tableepresentation,
bothcorvergeto theoptimal . Theadwantageof TD s its low computationabur-
denper step;the advantageof the classicaimodel-basednethodis thatit makesthe most

4



of the availabletraining data. The empiricaladvantagef model-baseénd model-free
reinforcementearningmethodshave beeninvestigatedn, e.g.,[11, 7, 1].

WheredoesLSTD  t in? Letus rst considerthe caseof . In this case perhaps
surprisinglyit preciselyduplicategheclassicaimodel-basedhethodsketchedbore. The

assumedookup-tablerepresentatiofor meanghatwe have oneindependenteature

per state: the featurevector correspondindo statel is ; corresponding
to state? is ; etc. LSTD  performsthe following operationauponeach
obsenredtransition(cf. Table2):

b b A A 4)

Clearly, therole of b is to sumall therewardsobseredat eachstate exactly asthe vector

s doesin the classicaltechnique. A, meanwhile,accumulateghe statistics N

To seethis, notethatthe outerproductin Eq. 4 is a matrix consistingof an entry of

on the singlediagonalelementcorrespondingdo state ; anentry of onthe element

in row , column ; and all the restzeroes. Summingone such sparsematrix for

eachobsenred transitiongivesA = N . Finally, LSTD  performsthe inversion
A b N s, giving the samesolutionasin Equation3.

Thus,when , the A andb matricesbuilt by LSTD  effectively recorda modelof
all theobseredtransitions Whataboutwhen > ? Again, A andb recordthe sufcient
statisticsof anempiricalMarkov model—hut in this casethe modelbeingcaptureds one
whosesingle-stegransitionprobabilitiesdirectly encodeghe multi-stepTD ~ backupop-
erations.Thatis, themodellinks eachstate to all thedownstreanstateghatfollow on
ary trajectory andrecordshow muchin uence eachhason estimating according
toTD . Inthecaseof ,theTD  backupsorrespondo theone-stegransitions,
resultingin the equivalencedescribedabore. The oppositeextreme,the caseof ,
is alsointeresting:the empiricalMarkov modelcorrespondindo TD ‘s backupss the
chainwhereeachstate leadsdirectlytoabsorptionand thensimply computesheaver
ageMonte-Carloreturnat eachstate.In short,if we assume lookup-tablerepresentation

for thefunction ,wecanviewtheLSTD algorithmasdoingthesetwo steps:

1. It implicitly usegheobseredsimulationdatato build aMarkov chain.This chain
compactlymodelsall thebackupghatTD  would performonthe data.

2. It solvesthechainby performinga matrixinversion.

The lookup-tablerepresentatiorior is intractablein practicalproblems;in practice,
LSTD  operateson statesonly via their (linearly dependentfeaturerepresentations
. In this case,we canview LSTD  asimplicitly building a compessedversion

of theempiricalmodels transitionmatrix N andsummed-revard vectors:
b & s A & N P (5)
where® is the| | x K matrix representatioof the function . Fromthe

compressedmpiricalmodel, LSTD  computeghefollowing coefcients for
» A b @& N P P s (6)

Ideally, thesecoefcients , would be equivalentto the empirical optimal coefcients

1. Theempiricaloptimal coefcients arethosethatwould be found by building the full
uncompresseempiricalmodel(representetly N ands), usingalookuptableto solve
for thatmodel's valuefunction v N s , andthenperforminga least-squares
linear t from thestatefeatures® to thelookup-tablevaluefunction:

TP dv &% @& N s 7)



It canbeshavn thatEquations$s and7 areindeedequivalentfor the caseof , because
thatsettingof impliesthat 0so N is diagonal. However, for the caseof

<, solvingthe compresse@mpiricalmodeldoesnot in generalproducethe optimal
least-squares to thesolutionof theuncompressenhodel.

4 EXPERIMENTAL COMPARISON OF TD(A) AND LSTD(A)

This sectionreportsexperimentalresultscomparingTD ~ andLSTD  onthe Markov
chainillustratedin Figurel. The chainconsistsof 13 states,andwe seekto represent
its valuefunction compactlyasa linear function of four statefeaturesasshavn. In fact,
this domainhasbeencontrived so thatthe optimal functionis exactly linearin these
featurestheoptimalcoefcients 3 are 4 6 & . Thisconditionguaranteethat
LSTD  will corvergewith probability1 to theoptimal 3 for ary settingof

[1,0,0,0] ‘ [1/2,1/2, 0, 0] ‘ [0, 0, 1/2, 1/2]
[3/14,1/4, 0, O] [0, 0, 3/4, 1/4] [0, 0, 1/4, 3/4]

Figurel: A simpleMarkov chain.Eachstateis representedy four featuresasshown.

TD is alsoguaranteeaonvemgenceto theoptimal , underthe additionalcondition

that an appropriatescheduleof stepsizess chosen.| raneachTD  experimentwith

six differentschedule®f the form g , Where . The parameter

a determinegheinitial stepsizeand determinedow graduallythe stepsizedecreases
overtime. Figure2 plotslearningcurvesfor the caseof 4. Figure3 summarizeshe
resultsover six settingsof
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Theplotsshav thatLSTD  learnsa goodapproximatiorto in fewer trials thanary
oftheTD  experimentsandperformsbetterasymptoticallyaswell, acrossall valuesof
. They alsoshav thatTD  depend<ritically onthe stepsizescheduleehosenandthat
varying hasarelatively smalleffectonLSTD 'sperformanceBecausehesampledo-
mainis sosmallandthe optimalvaluefunctionis exactly linearover the availablefeatures,
theseesultsmaynotberepresentafeof how TD  andLSTD  will performon practi-
cal problemsIf adomainhasmary featuresandsimulationdatais availablecheaplythen
incrementaimethodsmay have betterreal-time performancehan least-squaremethods
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Figure3: Summaryof resultsat six settingsof . At eachsetting,seven algorithmsare
comparedTD  (with six differentstepsizeschedulesandLSTD . Theplottedsey-
mentshavs the meanRMS valuefunction approximatiorerror after 100 trajectorieqtop
of sgment)and10,000trajectoriegbottomof sggment). Notethelog scaleon the y-axis.
LSTD isbestin all cases.

[12]. Onthe otherhand,somereinforcement-learningpplicationshave beensuccessful
with very smallnumberof featureqe.g.,[9, 4]), andin thesesituationsLSTD  should
be superior

LSTD hasbeensuccessfullyappliedin thecontext of STAGE, areinforcement-learning
algorithmfor combinatorialoptimization[3]. An exciting possibilityfor futurework is to
applyLSTD in the context of approximationalgorithmsfor generalMarkov decision
problems.LSTD  could provide an efcient alternatve to TD  in the innerloop of
optimisticpolicy iteration[2].
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