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Abstract

We consider the problem of increasing the availability
of shared data in peer-to-peer systems. In particular, we
conservatively estimate the amount of excess storage re-
quired to achieve a practical availability of 99.9% by study-
ing a decentralized algorithm that only depends on a mod-
est amount of loosely synchronized global state. Our algo-
rithm uses randomized decisions extensively together with a
novel application of an erasure code to tolerate autonomous
peer actions as well as staleness in the loosely synchronized
global state. We study the behavior of this algorithm in
three distinct environments modeled on previously reported
measurements. We show that while peers act autonomously,
the community as a whole will reach a stable configuration.
We also show that space is used fairly and efficiently, de-
livering three nines availability at a cost of six times the
storage footprint of the data collection when the average
peer availability is only 24%.

1 Introduction

Peer-to-peer (P2P) computing is emerging as a power-
ful paradigm for sharing information across the Internet.
However, we must address the problem of providing high
availability for shared data if we are to move P2P comput-
ing beyond today’s sharing of music and video content. For
example, providing high availability is clearly critical for
P2P file systems. Another practical motivating example is
Google’s cached pages: it is extremely annoying to find that
a highly ranked page is not available because the server is
currently down. These cached pages in effect increase the
availability of web content.

At the same time, recent measurements suggest that
P2P communities are fundamentally different from current
servers [2, 21]; for example, Saroiu et al. report an aver-
age peer availability of only 24% [21]. Such low availabil-
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ity implies that providing practical availability for shared
data, say 99-99.9%, which is comparable to today’s web
services [15], would be prohibitively expensive storage-
wise using traditional replication methods. Yet, requiring
that data be moved or re-replicated as peers leave and re-
join the online community would be prohibitively expen-
sive bandwidth-wise. For example, replicating a file 6 times
(i.e. 1 original copy plus 6 replicas) when the average node
availability is only 24% would only raise its availability to
85%. Moreover, if a thousand nodes were to share 100GB
(700GB after replication), the bandwidth required to keep
all replicas online as members join and leave the online
community would be around 4GB per node per day.

We are thus motivated to study how to improve the avail-
ability of shared data for P2P communities where individu-
als may be disconnected as often as being online. In partic-
ular, assuming that peers eventually rejoin the online com-
munity when they go offline, we address the question: is it
possible to place replicas of shared files in such a way that,
despite constant changes to the online membership, files are
highly available without requiring the continual movement
of replicas? To answer this question, we propose and evalu-
ate a distributed replication algorithm where all replication
decisions are made autonomously by individual members
using only a small amount of loosely synchronized global
state. To maximize the utility of excess storage, we assume
that files are replicated in their entirety only when a mem-
ber hoards that file for disconnected operation. Otherwise,
files are replicated using an erasure code [24]. While the use
of an erasure code is not novel, we show how to avoid the
need for tracking the placement of specific fragments. In
particular, we show how to increase the availability of a file
by adding new random fragments rather than regenerating
individual fragments that have been lost.

We deliberately study a very weakly structured system
because tight coordination is likely difficult and costly in
large distributed and dynamic communities [14]. Funda-
mentally, our approach only depends on peers managing
their individual excess storage in a fair manner and having
approximate data about replica-to-peer mapping and aver-
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age peer availability. The need for information on replica-
to-peer mapping is obvious. With respect to peer availabil-
ity, without this information, a replication algorithm cannot
differentiate between peers with very different availabilities
and thus it may under- or over-replicate files. Beyond this
loosely synchronized global state, all decisions are local and
autonomous. Of course, one can increase the level of coor-
dination between peers to increase the efficiency of the sys-
tem in utilizing storage and bandwidth. In essence, we seek
to conservatively estimate the amount of storage required to
provide a practical availability of 99.9%, which, as already
mentioned, is comparable to today’s web services.

Our contributionsinclude:

e demonstrating that it is possible to increase availabil-
ity of shared data to practical levels, e.g., 99.9%, using
a decentralized algorithm where members operate au-
tonomously with little dependence on the behaviors of
their peers.

e showing that the presence of a small number of highly
available members can significantly reduce the repli-
cation necessary to achieve practical availability lev-
els. In particular, our simulation results show that a
community based on Saroiu et al.’s measurements [21],
where the average availability is only 24% but mem-
bers’ availability differ widely, can achieve a minimum
file availability of 99.8% if the excess storage is at least
6 times the size of the shared data set (for brevity, we
refer to this as 6X excess storage), whereas a commu-
nity with average availability of 33%, but where all
peers look alike, requires 9X or more excess storage to
achieve the same availability.

e presenting the detailed design of one particular decen-
tralized and autonomous replication algorithm. Our
scheme does not build or maintain any distributed data-
structures such as a hash table. Instead, our approach
relies only on peers periodically gossiping a very com-
pact index and availability information [7]. In addi-
tion to the results just mentioned, for a community
with a higher average peer availability of 81%, we can
achieve 99.8% minimum availability with only 2X ex-
cess storage capacity.

2 Background: PlanetP

We begin by briefly describing PlanetP [6, 7], a
gossiping-based publish/subscribe infrastructure, since we
assume its use for maintaining the loosely synchronized
global data needed for our algorithm?®. Members of a Plan-
etP community publish documents to PlanetP when they

1Although we have assumed PlanetP as the underlying infrastructure
for this study, one could also use infrastructures based on distributed hash

wish to share these documents with the community. Plan-
etP indexes the published documents, along with any user-
supplied attributes, and maintains a detailed inverted index
local to each peer to support content searches. (We call this
the local index.)

In addition, PlanetP implements two major components
to enable community-wide sharing: (1) an infrastructural
gossiping layer that enables the replication of shared data
structures across groups of peers, and (2) a content search,
ranking, and retrieval service. The latter requires two data
structures to be replicated on every peer: a membership
directory and a content index. The directory contains the
names and addresses of all current members. The global
content index contains term-to-peer mappings, where the
mapping ¢ — p is in the index if and only if peer p has
published one or more documents containing term ¢. The
global index is currently implemented as a set of Bloom fil-
ters [3], one per peer that summarizes the set of terms in
that peer’s local index. All members agree to periodically
gossip about changes to keep these shared data structures
weakly consistent.

To answer a query posed at a specific node, PlanetP uses
the local copy of the global content index to identify the
subset of peers that contain terms relevant to the query and
passes the query to these peers. The targeted peers evalu-
ate the query against their local indexes and return URLs
for relevant documents to the querier. PlanetP can contact
all targets in order to retrieve an exhaustive list or a ranked
subset to retrieve only the most relevant documents.

Using simulation and measurements obtained from a
prototype, we have shown that PlanetP can easily scale to
community sizes of several thousands [7]. The time re-
quired to propagate updates, which determines the win-
dow of inaccuracy in peers’ local copies of the global state,
is on order of several minutes for communities of several
thousand members when the gossiping interval is 30 sec-
onds. Critically, PlanetP dynamically throttles the gossiping
rate so that the bandwidth used in the absence of changes
quickly becomes negligible.

3 Autonomous Replication

In our replication approach, each member of a commu-
nity hoards some subset of the shared files entirely on their
local storage, called the member’s hoard set, and pushes
replicas of its hoard set to peers with excess storage using
an erasure code. We propose such a structure to support
disconnected access to shared data. In loosely organized

tables to the same effects [20, 22, 17]. The main advantage of using Plan-

etP isthat updates to the global state are automatically propagated, where
groups of updates occurring close together are batched for effi ciency. If we
instead use a DHT-based system, we would have to poll nodes periodicaly

for updates even if there were no changes.
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applications such as current file sharing, hoarding is unco-
ordinated and entirely driven by members’ need for discon-
nected access. In more tightly organized applications, such
as a file system, the application can coordinate the divi-
sion of the shared data set among individuals’ hoard sets,
in essence dividing the responsibility for ensuring the avail-
ability of the shared data.

To simplify our description, we introduce a small amount
of terminology. We call a member that is trying to replicate
an erasure-coded fragment of a file the replicator and the
peer that the replicator is asking to store the fragment the
target. We call the excess storage space contributed by each
member for replication its replication store. (Note that we
do not include replication via hoarding as part of the repli-
cation store.) We assume that each file is identified by a
unique ID. Finally, when we say “the availability of a frag-
ment,” we are referring to the availability of the file that the
fragment is a piece of.

Given this terminology, the overall algorithm is as fol-
lows:

e Each member advertises the unique IDs of the files in
its hoard set and the fragments in its replication store
in the global index. Each member also advertises its
average availability in the global directory.

e Each member periodically estimates the availability of
its hoarded files and the fragments in its replication
store.

e Periodically, say every T, time units, each member
randomly selects a file from its hoard set that is not
yet at a target availability and attempts to increase its
availability; the member does this by generating a ran-
dom erasure coded fragment of the file and pushes it to
a randomly chosen target.

e The target accepts and saves the incoming fragment if
there is sufficient free space in its replication store. If
there is insufficient space, it either rejects the replica-
tion request or ejects enough fragments to accept the
new fragment. Victims are chosen using a weighted
random selection process, where more highly available
fragments are more likely to be chosen.

Our goal in designing this algorithm is to increase
the availability of all shared files toward a common tar-
get availability while allowing peers to act completely au-
tonomously using only a small amount of loosely synchro-
nized global data. Given a replication store that is very large
compared to the set of documents being shared, we know
that this approach will work [19]. The interesting questions
become what is the necessary ratio of the replication store
to the size of the document set and what happens when the
replication store is not sufficiently large for the community

to achieve the target availability for all files. We explore
these questions in Section 4. In the remainder of this sec-
tion, we will discuss our use of erasure coding, how to es-
timate file availability, our replacement policy, and the re-
siliency of our approach to misbehaving peers.

3.1 Randomized Fragmentation and Replication

We use the Reed Solomon (RS) erasure coding in a novel
way to support autonomous member actions. The basic idea
of any erasure code is to divide a file into m fragments and
recode them into n fragments, where m < n, in such a way
that the file can be reassembled from any m fragments with
an aggregated size equal to the original file size [18].

To date, given (n, m), most uses of erasure codes gen-
erate all n fragments and, over time, detect and regenerate
specific lost fragments. This approach has three significant
disadvantages for highly dynamic environments: (i) as the
average per-member availability changes over time, files’
availability will change given a fixed n; to maintain a target
availability, it may thus be necessary to change n, necessi-
tating the re-fragmenting and replication of some (perhaps
all) files; (ii) an accurate fragment-to-peer mapping is re-
quired for the regeneration of fragments lost due either to
peers leaving the community permanently or ejection from
the replication store; and (iii) it must be possible to differ-
entiate accurately between peers temporarily going offline
and leaving the community permanently to avoid introduc-
ing duplicate fragments, which reduces the effectiveness of
erasure coding.

To overcome these limitations, we choose n >> m but
do not generate all n fragments. When a member decides
to increase the availability of a file, it simply generates an
additional random fragment from the set of n possible frag-
ments. If n is sufficiently large, the chances of having du-
plicate fragments should be small, thus maximizing the use-
fulness of every fragment generated in spite of not having
any peer coordination. In this manner, it is easy to dynami-
cally adjust the number of fragments generated for each file
to reflect changes in the community.

RS is particularly suited to our proposed use because the
cost of generating each fragment is independent of n. The
fundamental idea behind RS is that a polynomial of degree
m — 1 in a Galois field GF'(2%) is uniquely defined by any
m points in the field. In order to create an erasure code
for the blocks D, ..., D,, of a file, we need a polynomial
p such that p(¢1) = Dy, ...,p(tm) = D,,. Once we have
this polynomial, it is easy to create up to 2% — m additional
points p(t;) = D;, © > m such that the polynomial can be
reconstructed from any combination of m items from the
set {(t1,D1), - (tms Dm), ---s (ti, Di), ...}. Observe that,
given the polynomial, the generation of any one fragment is
independent of n as desired. According to Rizzo [18], files
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can be encoded/decoded on a Pentium 133Mhz at 11MB/s.
Moreover using w’s up to 16 is quite feasible, which trans-
lates into a 0.006 probability of having collisions for the
environments studied in Section 4.

3.2 Estimating the Availability of Files

To provide a global mapping of file placement, whenever
a member m hoards a file f, it constructs a term that is a
concatenation of the word File_ and a hash of f’s content
Hash(f), and insert the mapping File_Hash(f) — m into
the global index. Likewise, if m accepts a fragment of file f
for storage, it inserts the mapping Frag_Hash(f) — m into
the global index. These mappings are of course removed
if m stops hoarding f or evicts the fragment of f that it
previously accepted. We further assume that peers advertise
their average online and offline times in the global directory.

Given the above information in the global index, we can
identify the set of peers hoarding any file f, H(f), and those
that contain a fragment of f, F(f). Then, assuming that
peers’ behaviors are not correlated [2, 4], the availability of
f. A(f), can be estimated as 1 minus the probability that
all nodes in H(f) are simultaneously offline and at least
n —m + 1 of the nodes in F'(f) are also offline; m is the
number of fragments required to reconstruct f and n is re-
defined as n = |F(f)|. In general, since every peer in the
system may have a different probability for being offline,
say P; for peer ¢, it would be too expensive to compute the
exact file availability. Thus, we instead use the following
approximation that uses the average probability of being of-
fline (P,,,) Of peers in F(f):

Ap=1- [ » >

(1) 0 ru
i€EH(f) j=n—m+1
@
where
avg. offline time

(avg. online time + avg. offline time)

1
Pavg = ; Z P;
i€F(f)

Note that equation 1 assumes that H(f) and F'(f) do not
intersect and that all n. fragments reside on different peers.
We ensure this by allowing a peer to either hoard an entire
file or store only a single fragment of that file.

In addition, we are assuming a closed community, where
members may go offline but do not permanently leave the
community. Currently, we assume that members will be
dropped from the directory if they have been offline for
some threshold amount of time. Thus, when members per-
manently leave the community, the predicted availabilities
of files may become stale. Since we periodically refresh
the predicted availability of files, this should not become a
problem.

P =

Finally, note that equation 1 does not account for the pos-
sibility of duplicate fragments; as already argued, however,
we can make the chance of having duplicate fragments quite
small and so the impact should be negligible.

3.3 Replacement

When a target peer receives a replication request, if its
replication store is full, it has to decide whether to accept
the incoming fragment, and if it does, select other fragments
to evict from its replication store. Because we are trying to
equalize the availability of all files across the system, we
would like to eject fragments with the highest availability.
However, if we use a deterministic algorithm then multiple
peers running the same algorithm autonomously may simul-
taneously victimize fragments of the same file, leading to
drastic changes in the file’s availability. Thus, we instead
use a weighted random selection process, where fragments
with high availability have higher chances of being selected
for eviction.

Our replacement policy is as follows. We first compute
the average number of nines in the availability of all frag-
ments currently stored at the target. Then, if the incom-
ing fragment’s number of nines is above 10% of this aver-
age, we simply reject it outright. Otherwise, we use lottery
scheduling [23] to effect the weighted random selection of
victim fragments. In particular, we create a set of tickets
and divide them into two subsets with the ratio 80:20. Each
fragment is assigned an equal share of the smaller subset.
In addition, fragments with availability above 10% of the
average are given a portion of the larger subset. The portion
given to each fragment is proportional to the ratio between
its number of nines and the sum of the number of nines
of all such fragments. The notion of different currencies
makes this division of tickets straightforward. For exam-
ple: if a target node has three fragments with availabilities
0.99,0.9,0.50r 2, 1, .3 “nines” respectively? then the aver-
age availability in nines plus 10% is 0.76. Now if we have
100 lottery tickets the first fragment will get 67+6.6 tick-
ets from the first and second pool respectively, the second
fragment will get 13+6.6 tickets and the third fragment will
get 0+6.6 tickets. Overall, the probability of each fragment
being evicted will be 0.73, 0.19 and 0.06 respectively.

The intuitions behind our replacement policy are as fol-
lows. First, we reject the incoming fragment if it will sim-
ply become a target for eviction the next time a replication
request is received by the target peer. Without this con-
dition, we will simply be shifting fragments around with-
out much effect. Our threshold for this outright rejection
may seem rather low; at some cost of bandwidth, if we
were less aggressive at rejecting fragments, perhaps over
time, the system can reach a better configuration. However,

2No. nines = —log10(1 — availability)
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our experimentation shows that while this threshold affects
bandwidth usage, it does not significantly affect the over-
all replication®. Since we are targeting environments where
bandwidth may be a precious commodity (see Section 4),
we decided that an aggressive threshold was appropriate.

Next, we penalize over-replicated files heavily for the
number of nines in their availability, making it highly proba-
ble that a fragment of an over-replicated file will be evicted.
We use the number of nines rather than the availability itself
because it linearizes the differences between values, i.e. the
difference between 0.9 and 0.99 is the same as that between
0.99 and 0.999.

3.4 Optimizations at Replicators

While the critical decisions rest at the targets in our al-
gorithm, replicators can implement several optimizations to
increase the convergence rate, including favoring files that
have low estimated availability and trying to find peers with
free space in their replication store rather than causing an
eviction at a peer whose replication store is full. We refer
the interested readers to [5] for details on these optimiza-
tions.

3.5 Resiliency to Misbehaving Peers

We believe that our current scheme is tolerant of a small
number of buggy peers or members that are trying to take
advantage of peers’ replication stores for use as remote stor-
age. First, consider buggy peers that might corrupt frag-
ments in their replication stores. Our use of an erasure code
includes embedded error detection so that a corrupted frag-
ment cannot harm the integrity of the file; rather it would
only lead to wasted space and lower than expected avail-
ability for the corresponding file.

Next, consider buggy or greedy members that attempt to
push already highly available files or push files at a higher
than agreed upon rate. Because replacement decisions are
made at the targets, such actions will waste bandwidth and
computing power but otherwise should not affect the effi-
ciency of how the aggregated replication store is used.

Buggy or greedy peers can also provide misleading in-
formation along two dimensions: their average availability
and whether they have a particular file. The combination
that may be most damaging to our algorithm is when a peer
advertises very high availability and that it is hoarding a sig-
nificant portion of the shared data collection. In this case,
the community is likely to over-estimate the availability of
a significant number of files and so do not replicate them

3We experimented with various ratios between the two pools as well as
the threshold for rejecting a fragment outright. Space constraints prevent
usfrom showing these results. However, aslong as these parameters refiect
the two motivating intuitions, changes had very limited impact.

sufficiently. This frees up remote storage for use by the
faulty/greedy peer. However, it is actually not in the self-
interest of a member to do this because he would get nu-
merous requests for the files he claims to be hoarding; this
member is thus giving up bandwidth resources in trying to
utilize remote peers’ storage. In addition, it is relatively
easy to detect when a peer is faulty in this manner by verify-
ing claims from peers that seem to have overly large amount
of replicated data.

4 Evaluating the Achievable Availability

In this section we present a simulation-based study of our
replication scheme’s impact on file availability. We begin
by describing our simulator and three distinct communities
that we will study. Then, we present simulation results and
discuss their implications.

4.1 Experimental Environment

We have built an event driven simulator for this study. To
achieve reasonable simulation efficiency, we made several
simplifying assumptions. First, we assume that all mem-
bers of a community attempt to replicate files from their
hoard sets at synchronous intervals. Second, we do not
simulate the detail timing of message transfers and the full
PlanetP gossiping protocol that is used to replicate the direc-
tory and the global index. In order to account for potential
data staleness due to the latency of gossiping, we reestimate
file availability and reassign tickets for the various lotteries
only once every 10 minutes®. This batching of computa-
tions actually serves two purposes. First, it forces peers to
work on outdated and inaccurate information (far more in-
accurate than the latency provided by PlanetP for the sizes
of communities studied here [7]). Second, it simulates a
practical real implementation since estimating files’ avail-
ability and giving tickets to every file and fragment is not a
computationally trivial process.

Finally, we always fragment files using a Reed Solomon
code with a fixed m set to 10. This means that all frag-
mented files can be reassembled with 10 fragments, regard-
less of its size. Although in practice the algorithm could
vary m to achieve the best trade-off between fragment size,
download latency, and space utilization, we fixed it to sim-
plify the analysis.

4This simulated time unit is only relevant when compared with the gos-
siping interval, which is assumed to be 30 seconds. This 30 seconds inter-
val can be thought of as the unit time. For example, if we map this unit to
60 seconds, then al time periods reported in our results would simply be
multiplied by two.
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| | File Sharing (FS) | Corporate (CO) | Workgroup (WG) |
No. Members 1,000 1,000 100
No. Files 25,000 50,000 10,000
Filesper Member Dist. Weibull(sh:1.93,mean:25) Weibull(sh:6.33,mean:50) | Weibull(sh:0.69,mean:100) or Uniform
File Size Dist. Sigmoid(mean:4.3MB) Lognormal (u::12.2 ¢:3.43) Constant 290Kb
Hoarded Replica Dist. | mod. Pareto(sh:0.55 sc:3.25) None None
Node Availability 24.9% (average) 80.7% (average) 33.3% (fi xed)

Table 1. Parameters used to simulate each environment.
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Figure 1. (a) CDF and histogram of file sizes observed on DC. (b) CDF and histogram of replicas per file observed on
DC. (c) CDF of the number of files per user observed on DC and a fitted 2 parameter Weibull distribution (shape:0.69,

scale:1167, mean:1598 files per user).

4.2 Simulated Communities

We define three distinct P2P communities to assess the
impact of replication under different operating environ-
ments representing different styles of communities. The
first community is representative of a very loosely coupled
community sharing mostly multimedia files; the second re-
sembles a corporate department; and the third models a dis-
tributed development group. The environments vary in the
following ways: (i) The per peer mean uptime and down-
time; we model peer arrival to and exit from the online com-
munity as exponential arrival processes based on the given
means; (ii) the number of files per node; (iii) the number of
hoarded replicas per file; (iv) the amount of excess space on
each node, and (v) the file sizes. Table 1 summarizes the
parameters of each of the communities.

For all three communities, we vary the amount of ex-
cess space provided by each member across several differ-
ent simulations. In all case we refer to excess space as a pro-
portion of the number of bytes in members’ hoard sets. In
all scenarios, the number of files and nodes has been scaled
to allow us to run experiments within reasonable times. As
shall be seen, since nodes provide excess space based on
what they share, the total number of files and nodes will not
affect the algorithm. In all experiments, we assume a target
file availability of three nines (99.9%).

File-sharing (FS). The first community that we study is

modeled using two sources of data: (i) Saroiu et al.’s re-
ported statistics collected from the Gnutella and Napster
communities [21], and (ii) data collected from a local Di-
rectConnect [9] community (DC) comprised of University
students. In particular, for this community, we simulate
1,000 peers sharing 25,000 files. The number of files per
peer is modeled using a Weibull distribution approximat-
ing Saroiu et al.’s reported actual distribution. File sizes
are modeled using a Weibull distribution approximating our
measurements of the local student community, which is
shown in Figure 1(a). We cross these data sets because
Saroiu et al. do not report the latter. Since the communi-
ties serve essentially the same purpose, we believe that data
from one is likely to be representative of the other (we ver-
ified this by checking characteristics that were measured in
both studies). The number of hoarded replicas per file was
also taken from the local community and is shown on Figure
1(b).

Finally, we use Saroiu et al.’s reported Gnutella uptimes
and availabilities to drive members’ arrival to and departure
from the online community. We made two assumptions be-
cause of insufficient data: (i) we correlate availability with
average length of online times; that is, the most highly avail-
able members also have the longest average online times.
This correlation is intuitive because it avoids the pathologi-
cal case of a highly available member constantly and rapidly
flipping between being online and offline. (ii) we correlate
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Expected file availability (No.nines)

2 4 6 8 10 12 14 16 18 20
Excess space

Figure 2. Achieved file availability in number of
nines vs. excess storage in terms of x times the size
of the entire collection of hoarded files.

the file distribution with availability, where the most highly
available members have the most files. This correlation is
motivated by measurements on our local student commu-
nity, and suggests that “server-like” peers typically hold the
largest portion of the shared data.

Corporate (CO). The second community represents what
we might expect to see in a corporate or university envi-
ronment. In addition to being a significantly different envi-
ronment than FS, studying this environment also allow us
to compare our results with Farsite [4]. Farsite has some-
what similar goals to ours but takes a significant, almost
inverse approach (see section 5 for more details). Thus, this
community is modeled using data provided by Bolosky et
al. [4]. All the parameters shown in Table 1 were taken di-
rectly from Bolosky et al.’s work with the exception of the
absolute number of nodes and total number of files, which
were scaled down to limit simulation time.

Workgroup (WG). Finally, the third configuration tries to
capture a geographically distributed work group environ-
ment, such as a group of developers collaborating on an
open-source project. The idea is to evaluate the impact
of not having any member with server-like behaviors, i.e.,
members with large hoard sets that are (relatively) highly
available. In particular, we simulate 100 peers sharing
10,000 files of 290KB each—this is the average size of non-
media files found in [11]. The number of files per user is
distributed either uniformly or according to a distribution
approximating our measurements of the local P2P network,
shown in Figure 1(c). Peers will follow a work schedule
with a mean of 1 hour online followed by 2 hours offline.
Again, arrival is exponentially distributed.

4.3 Other Replication Algorithms

To evaluate the impact of the amount of information as-
sumed to be available to drive the replication algorithm, we
will compare our algorithm against one called OMNI that
assumes centralized knowledge, where replication is driven

by a central agent that tries to maximize the minimum file
availability. Comparing against OMNI quantifies the effect
of autonomous actions using loosely synchronized data as
opposed to having perfect, centralized information.

OMNI is implemented as a hill-climbing algorithm that
tries to maximize the availability of the least available file
on every step. OMNI assumes centralized/perfect knowl-
edge of peer behaviors, file and fragment distributions, and
the ability to replicate a fragment on any member at any
time. This algorithm was motivated by Bolosky et al.’s
work [4], who shows that in an environment like CO it pro-
duces allocations close to the optimal.

We have also compared our algorithm against one that
does not use information on file and peer availability to
drive replication. This comparison quantifies the effect of
having approximate knowledge of current file availability.
While these comparisons show that having some estimate
of file and peer availability is critical, we do not show them
here because of space constraints. It is intuitive that having
some knowledge of availability, even if only approximate,
should provide a clear win over having no availability in-
formation. We refer the interested readers to [5] for more
details on this comparison.

4.4 Availability Improvements

Availability of Peers vs. Excess Storage Needed. We
begin our evaluation considering two factors affecting file
availability: the size of the aggregate replication store, and
members’ average availability. In particular, we use equa-
tion 1 as a simple analytical model.

Figure 2 shows the file availability plotted as a function
of available excess space for mean peer availability equal
to that of the three communities. As expected from [4, 10],
only a small amount of excess space is required to achieve
very high file availability in the CO community: 3 nines
availability can be achieved with 1.75X excess capacity
while almost 5 nines can be achieved with 2X excess ca-
pacity. Achieving high availability is much more difficult
for FS-type communities because many peers only go on-
line briefly to locate and download information: around 8X
of excess capacity is required for 3 nines availability. As
shall be seen later, however, this model is pessimistic be-
cause using average peer availability looses the importance
of server-like peers that are online most of the time. Our
simulation results will show that only around 1.5X and 6X
of excess capacity are needed to achieve 3 nines availability
on CO and FS respectively.

We have also used this model to study the effect of repli-
cating entire files across hoard sets instead of using erasure
coding [5]. These results show that replication across hoard
sets has little effect on availability except in the case where
peer availability on average is very high, validating our de-
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Figure 3. CDFs of file availability for (a) the CO community with 1X, 1.5X and 2X, (b) the FS community with 1X,
3X, and 6X, and (c) the WG community with 9X excess storage capacities. REP refers to our replication algorithm as
described in Section 3. OMNI is as described in Section 4.3.

cision to use erasure coding for replication.

Overall Availability. We now consider simulation results
for the three communities discussed earlier. Figure 3 shows
the CDFs of file availability for all three communities; Ta-
ble 2 pulls out some of the more interesting points in these
CDFs. In this figure, and for the remainder of the paper, all
presented file availability are computed using equation 1,
using the final placement of files and fragments, with P,
computed using the expected availability of each peer. An
alternative approach would have been to present the actual
measured availability; that is, divide the observed amount of
time that a file was accessible by the total simulated time.
However, this estimation is often optimistic because it is
difficult to simulate a sufficiently long period of time to ob-
serve significant downtime for highly available members.
We also studied several other estimators which we do not
discuss here; we refer the interested reader to our technical
report [5] for a discussion and comparison of these estima-
tors.

As expected from our analytical study, the CO commu-
nity has little trouble in achieving high file availability be-
cause the average availability of members is high. At 2X
excess storage capacity, over 99% of the files have higher
than 3 nines availability, with the minimum file availability
of 2.73 nines (or 99.8%).

For the FS community, we see that using around 6X ex-
cess storage capacity, we achieve 3 nines availability for
99% of the files, with the minimum availability being 2.9
nines. This is significantly less than the 8X predicted by
our model. Because of the presence of server-like peers that
are highly available, files that are hoarded by these peers
achieve high availability from the beginning without using
extra storage. Further, any fragment stored at these peers
increases the availability of the corresponding file signifi-
cantly and reduces the total number of fragments needed.

Observe that for both CO and FS, there are subsets of
files that achieve much greater availability than the average.

Interestingly, this is not related to the fairness properties of
our algorithm. Rather, it is because these files are naturally
replicated on very highly available peers through hoarding.
If we look at the number of fragments generated per file, we
would see that most of these files were never fragmented at
all, or had only a few fragments, which are useless since
files need at least 10 fragments to increase availability. This
constitutes a key difference between our assumed environ-
ment, and thus the approach to replication, and a file sys-
tem such as Farsite. In the latter environment, the “excess”
hoarded copies would be collapsed into a single copy and
thus increasing the fragment space; however, our view of
hoarded copies as user-controlled copies prevents us from
taking that approach.

For the WG environment, we observe an interesting ef-
fect. When files and excess storage are uniformly dis-
tributed among peers, 9X excess capacity is enough to
achieve 3 nines availability, as predicted. If files and excess
capacity are non-uniformly distributed, however, then aver-
age availability drops sharply. This degradation, also ob-
servable on OMNI, arises from the small number of peers
in the community and our assumed per-peer coupling be-
tween the size of the hoard-set and the replication store. In
this case, peers with the most files to replicate also have the
most excess storage, which is not useful to them. Further,
since there are no high-availability peers that are up most
of the time, it is not easy for replicators to find free space
on the subset of peers with large replication stores. This
points to the importance of even a few server-like peers that
provide both excess capacity as well as high availability in
communities similar to FS.

Comparing Against Having Centralized Knowledge.
Figure 3 also shows that having centralized information
allows OMNI to: (i) achieve the target availability with
less excess space, and (ii) increase the minimum availabil-
ity when the target availability cannot be achieved for all
files. While the former is not insignificant—for example,
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| | Min | 1% [ 5% | Avg | | Min ] 1% [ 5% [ Avg |

CO 1X 12083 | 192 | 217 | 3.20 FS3X 15944 | 169 | 1.75 | 255
CO 1X OMNI 25976 | 2.60 | 2.60 | 2.90 FS 3X OMNI 24337 | 243 | 243 | 2.63
CO 15X 15829 | 299 | 314 | 391 FS 6X 29199 | 3.01 | 3.05 | 3.36
CO 15X OMNI | 4.0000 | 4.00 | 4.00 | 419 WG 9X 15208 | 161 | 161 | 161
CO 2X 27357 | 3.01 | 317 | 4.02 WG 9X OMNI 13518 | 1.35 | 1.35 | 141
FS 1X 0.0005 | 0.01 | 0.06 | 0.78 WG 9X Uniform | 3.0001 | 3.11 | 3.11 | 3.14

FS 1X OMNI 0.2587 | 0.26 | 0.26 | 0.79

Table 2. Some specific points from the graphs shown Figure 3. In particular, we report the minimum and average
availability and the 1% and 5% points, corresponding to the minimum availability of 99% and 95% of the most

available files respectively.

for CO, OMNI was able to achieve 4 nines availability with
only 1.5X excess storage and 2.43 nines availability with
only 3X excess storage for FS—we believe the latter is a
more important difference. With the continual rapid growth
in capacity and drop in price of storage, having sufficient
excess space on order of 2-9X does not seem outrageous.
However, increasing the minimum file availability may be
critical for applications like file systems. It is interesting
to note, however, that occasionally, REP can outperform
the heuristic-based OMNI; for example, for WG 9X where
documents are distributed according to a Weibull distribu-
tion, REP achieves a minimum availability of 1.5 where as
OMNI can only achieve 1.35.

One main reason why we cannot approach OMNI more
closely for minimum availability in most instances, is that
members with low availability cannot maintain high avail-
ability for files in their hoard sets when there is insufficient
excess storage. Over time, peers that are more available win
the competition for excess storage because they have the ad-
vantage of being able to push their hoarded files more often.
This is a direct consequence of our desire for autonomous
peer actions. One potential approach to alleviate this prob-
lem is for more highly available peers to also hoard these
files so that they can “lend a hand” in pushing replicas.

Bandwidth Usage. Finally, we study the amount of band-
width used after a community has reached stability. To put
bandwidth in perspective, we will use the average number
of bytes transferred per hour per node over the average file
size. In essence, this metric captures the rate of replica-
tion that continues because, lacking centralized knowledge,
the system is not able to discern that it should cease trying
to increase availability—there is just not sufficient excess
storage.

For CO, when the excess space is only 1X, REP con-
tinues to replicate on average 10 files per hour per node.
If we increase the amount of excess storage to 2X the av-
erage amount of files replicated drops to zero, recall from
figure 3(a) that 2X is enough to reach the target availability
of 3 nines. Similarly, in FS the number of files replicated
per hour per node goes from 241 to 0 as we increase the

excess space from 1X to 3X (figure 3(b)).

This points out an important advantage of being able to
dynamically estimate file availability: when the available
excess storage is not too much less than what is required
to achieve the target availability, our approach is relatively
stable. This implies that while it is important to set the tar-
get availability to what the community can support—for ex-
ample, it is not reasonable to target three nines availability
when there is only 1X excess storage in FS as shown by the
large number of files being pushed—it doesn’t have to be
highly accurate.

5 Reated Work

A primary distinction of our work is that it considers
availability for a wide range of communities that are distinct
from those assumed by previous P2P systems like CFS [8],
Ivy [16], Farsite [1], and OceanStore [13]. In particular, we
consider communities where the level of online dynamism
is high and there may be considerable offline times for
members operating in disconnected mode.

In contrast to our approach of randomly generating era-
sure coded fragments from a large space of such fragments,
OceanStore [13] proposes to replicate files using a fixed
number of erasure coded fragments, which are repaired pe-
riodically but at a very low rate (on the order of once every
few months [25]). In their scenario, nodes have relatively
high availability and so replication, and repair of fragments,
are motivated mostly because of disk failures. Conversely,
in the environments we study, the wide variance of node
availability makes it difficult to adopt a similar approach
and also requires a more pro-active replication algorithm.

Similarly, vy [16] uses a distributed hash table called
DHash [8] to store file blocks as well as a fixed number
of replicas across a P2P community. To ensure availabil-
ity, they assume that replicas are refreshed over time. Fur-
ther, because the location of data in this system depends on
the current set of online members, it is difficult for them to
adopt a less dynamic placement strategy such as ours. We
believe that the constant refresh of data would be too expen-
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sive in highly dynamic communities.

We have found that the use of adaptive erasure codes and
estimated node availability plays a key role in equalizing
the overall file availability. Along these lines, Farsite [4]
uses information about node availability to increase mini-
mum file availability. Because its designers are targeting a
corporate LAN environment exclusively, however, they do
not use erasure coding. In this environment, the average
node availability can be quite high so that erasure coding
is not as important. Farsite also takes a more aggressive
stance toward using network bandwidth to adjust to chang-
ing node availability while better utilizing all the available
disk resources. Finally, our replication scheme is appropri-
ate for disconnected operation, where members may wish
to access part of the shared data while offline. Farsite does
not consider such communities.

6 Conclusionsand Future Work

In this work, we have addressed the question of increas-
ing the availability of shared files for a range of P2P com-
munities. We have attempted to quantify a conservative es-
timate of the amount of excess storage required to achieve a
practical availability of 99.9% by studying a decentralized
algorithm that only depends on a modest amount of loosely
synchronized global state. Indeed, our results show that it
is exceedingly difficult to achieve this level of availability
if individuals do not at least have approximate knowledge
of peers’ availability and files’ current availability, which
exactly comprise the global state that we assume are main-
tained by our infrastructure.

Our results are extremely encouraging because they
demonstrate that practical availability levels are achievable
in a completely decentralized P2P system with low individ-
ual availability. For example, even in a community where
the average availability is only 24%, we can achieve a mini-
mum and average availability of 99.8% and 99.95%, respec-
tively, at only 6X excess storage. With today’s low cost stor-
age, this degree of replication seems quite feasible. This re-
sult demonstrates that such availability levels do not require
sophisticated data structures, complex replication schemes,
or excessive bandwidth. Indeed, our achieved availability
levels are on par with today’s managed services [12, 15].

On the other hand, our results demonstrate that the pres-
ence of a small fraction of server-like members which are
online most of the time is critical. A community where
each member is available 33% of the time, giving an av-
erage availability of 33% (which is significantly more than
24%), requires 9X excess storage to achieve 99.9% avail-
ability even when the content and excess storage is uni-
formly distributed.

Finally, note that while we have focused on studying
how to increase the availability of static content to limit

the scope of this work, our approach is not limited to the
sharing of read-only data. At worst, updating a file is the
same as injecting a new version and letting the replacement
mechanism evict the old copies. Applications can greatly
optimize this process, however, by propagating updates as
diffs. Thus, we leave this as an issue for future work as
update propagation and replication is highly application de-
pendent.
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